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A B S T R A C T

This paper presents a straightforward yet novel approach to enhance graph-based information retrieval models,
by calibrating the relationships between node terms, leading to better evaluation metrics at the retrieval phase,
and by reducing the total size of the graph. This is achieved by integrating spectral clustering, embedding-based
graph pruning and term re-weighting. Spectral clustering assigns each term to a specific cluster, allowing us to
propose two pruning methods: out-cluster and in-cluster pruning based on node similarities. In-cluster pruning
refers to pruning edges between terms within the same cluster, while out-cluster pruning refers to edges that
connect different clusters. Both methods utilize spectral embeddings to assess node similarities, resulting in
more manageable clusters termed concepts. These concepts are likely to contain semantically similar terms,
with each term’s concept defined as the centroid of its cluster. We show that this graph pruning strategy
significantly enhances the performance and effectiveness of the overall model, reducing, at the same time,
its graph sparsity. Moreover, during the retrieval phase, the conceptually calibrated centroids are used to
re-weight terms generated by user queries, and the precomputed embeddings enable efficient query expansion
through a k-Nearest Neighbors (K-NN) approach, offering substantial enhancement with minimal additional
time cost.

To the best of our knowledge, this is the first application of spectral clustering and embedding-based
conceptualization to prune graph-based IR models. Our approach enhances both retrieval efficiency and
performance while enabling effective query expansion with minimal additional computational overhead. Our
proposed technique is applied across various graph-based information retrieval models, improving evaluation
metrics and producing sparser graphs.
1. Introduction

Recent advancements in information retrieval have seen the in-
tegration of contextual embeddings, which consist of dense vectors,
through various approaches, including vector-based methods and large
language models (LLMs), to develop more robust and efficient models.
However, due to latency concerns associated with these contextual-
ized approaches, they are often combined with classical information
retrieval models, such as BM25 (Robertson, Zaragoza, & Taylor, 2004),
to strike a balance between efficiency and effectiveness. Typically, the
initial sparse model serves as a first-stage ranker, generating a ranking
that is subsequently refined by the contextualized model (Nogueira,
Yang, Cho, & Lin, 2019; Wang et al., 2024). While independent ‘‘dense’’
models that utilize BERT-derived embeddings for ranking, such as those
by Khattab and Zaharia (2020) and Sanh, Debut, Chaumond, and Wolf
(2019), have demonstrated strong performance, their computational
demands remain a challenge. In this landscape, semantic embeddings
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have emerged as a means to further enrich models’ document repre-
sentations by incorporating deeper contextual understanding. However,
beyond these approaches, there is a less explored yet promising domain
of graph-based models, which we aim to expand upon in this work,
building on our previous research (Kalogeropoulos, Doukas, Makris, &
Kanavos, 2020; Kalogeropoulos, Skamnelos, Makris, et al., 2024). In
graph-based models, documents or terms are represented as nodes in a
graph (Sonawane & Kulkarni, 2014). These nodes can represent either
individual documents or specific terms extracted from the documents
and their associated relationships. We focus on the latter approach,
where terms are represented as nodes. A common challenge in these
types of models is the tendency for the graph to grow rapidly in size,
leading to dense representations. This can significantly increase the
computational cost of even simple graph operations, such as finding the
shortest path between nodes. In some cases, the density of the graph
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data mining, AI training, and similar technologies. 
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can also negatively impact the quality of the relationships between
terms, resulting in decreased retrieval performance.

Our contribution. The primary objective of this paper is to intro-
duce a novel extension of the Graph-Based Set-Based model, termed
the Graphical Set-Based model (GSB) (Kalogeropoulos et al., 2020,
2024), designed to address these challenges in graph-based IR models.

his method, however, is versatile and can be applied to any IR
odel that represents its corpus as a graph, such as those proposed

y Rousseau and Vazirgiannis (2013, 2015). Our approach integrates
the concept-based representation, a key feature of the classical infor-
mation retrieval principle, Latent Semantic Indexing (LSI) (Deerwester,
Dumais, Furnas, Landauer, & Harshman, 1990), to improve the ex-
pressiveness of the graph structure. By doing so, the new ranking
model aims to enhance performance through a refined termset weight-
ing scheme during the retrieval phase, utilizing Spectral Clustering
and Embedding-based Conceptualization. Our focus extends beyond
improving precision as a performance metric; we also aim to spar-
sify the graph without sacrificing information quality. To accomplish
this, we explore clustering-based pruning techniques alongside the
conceptualization method through spectral embedding. Moreover, the
proposed approach generates embeddings that offer flexibility and can
e adapted to various tasks. As a practical use case, we will demonstrate
he use of these embeddings for query expansion to improve retrieval
utcomes, with minimal additional computational cost.

The rest of this paper is organized as follows: Section 2 outlines the
related work. Section 3 provides a theoretical overview of key methods
nd models relevant to this study, focusing on the extension of the set-
ased model with graph structures, including the graph construction

process and an introduction to spectral embedding techniques that are
integral to our approach. In Section 4, we present our contributions
o the ranking task by introducing the proposed models and discussing
heir applications. Following that, Section 5 details the results obtained

through the proposed methods. Finally, Section 6 addresses our conclu-
sions, outlines the limitations of the study, and suggests directions for
future research.

2. Related work

The area of Information Retrieval (IR) focuses on meeting users’
nformational needs, which are expressed as queries. An information re-
rieval system processes these queries and returns a ranked list of items
hat best match the user’s requirements. Although the foundations of IR
re built on the theory of information, nowadays, there is a tendency
o combine classical methodologies with machine learning techniques.
ne such machine learning concept that has proven particularly valu-
ble in the context of IR is the idea of embeddings. In Section 2.1 we

present the fundamental techniques used to transform the plain and
graph-based text into rich and meaningful vector representation (em-
eddings), while in Section 2.2 we present the state-of-the-art (SOTA)

regarding graph-based IR models.

2.1. Embeddings

Embeddings are powerful and versatile tools that, in a broad sense,
transform data from its original representation, such as words, nodes,
or other objects, into a lower-dimensional space while preserving es-
sential properties or relationships inherent in the data (Dimensionality

eduction). This transformation is beneficial when dealing with high-
imensional data, as it allows for the application of classical learn-
ng techniques such as classification and clustering, with increased
fficiency and interpretability (Camacho-Collados & Pilehvar, 2018).

Word embeddings, such as Word2Vec (Mikolov, Chen, Corrado, &
Dean, 2013) and GloVe (Pennington, Socher, & Manning, 2014), have
become foundational algorithms in Natural Language Processing (NLP).
These techniques have inspired the development of embeddings for
more complex structures, such as graphs.
2 
Moreover, contextualized embeddings, generated by models like
ERT (Bidirectional Encoder Representations from Transformers)
Devlin, Chang, Lee, & Toutanova, 2018) alongside the work of Vaswani
t al. (2017) known as the attention mechanism, have revolutionized

NLP. Unlike static embeddings that assign a single representation
to each word, contextualized embeddings capture a word’s meaning
based on its surrounding context within a sentence. This allows for
a deeper understanding of language, improving performance in var-
ious NLP tasks such as translation, sentiment analysis, and question
answering. These embeddings adjust dynamically based on surround-
ing words, providing richer, context-aware representations. Contextual
embeddings have advanced information retrieval, leading to the devel-
opment of dense retrieval methods. An example is the ColBERT model
y Khattab and Zaharia (2020). This model leverages BERT embeddings

to compute a similarity function between query and document terms
using cosine similarity on their embeddings.

In parallel, the field of graph embeddings, has evolved to han-
le data that is naturally represented as graphs. Graphs are complex
tructures rich in intricate relationships and properties, however, often
ifficult to interpret. Graph embeddings aim to represent each node
n a graph as a low-dimensional vector while preserving the graph’s
tructural properties. The goal is to ensure that nodes that are close in
he graph remain close in the vector space. Notable models in this area
nclude Node2Vec (Grover & Leskovec, 2016) and techniques based on

Spectral Embeddings, both of which have shown strong performance in
capturing the essence of graph structures.

Moving beyond the individual nodes, it is also important to embed
tructural knowledge from the graph at a higher level. This process
nvolves capturing the overall structure and relationships within the
raph, allowing for a more comprehensive understanding of the data.
uch embeddings can include information about clusters, subgraphs, or
lobal properties, which are essential for tasks that require an under-
tanding of the broader context within the graph. One effective model
or this is the Graph2Vec (Narayanan et al., 2017), which generates
mbeddings by learning representations of entire graphs, similar to how

document embeddings represent entire documents. The Graph2Vec
odel captures both local and global structural information, facilitating

arious graph-based machine-learning tasks.
The most common methods for generating node embeddings are

based on matrix factorization techniques, random walks algorithms,
and graph neural networks. Matrix factorization-based methods reduce
the dimensionality of the adjacency matrix or a related graph matrix
through factorization. A classic approach to this is the spectral de-
composition of the Laplacian matrix, which forms the basis of spectral
clustering. An alternative approach, derived from the (generalized)
Singular Value Decomposition (SVD) of the adjacency matrix, is also
closely related to the spectral approach (Belkin & Niyogi, 2003).

Techniques such as DeepWalk (Perozzi, Al-Rfou, & Skiena, 2014),
ode2Vec (Grover & Leskovec, 2016), and LINE (Tang et al., 2015)

perform random walks on the graph to preserve local structures and
neighborhoods. These methods generate sequences of nodes in the

anner of random walks and then apply methods similar to Word2Vec
to learn the embeddings of the nodes. Alongside with such methods,

raph Neural Networks (GNNs) are a distinct class of deep learning
odels capable of learning node representations by utilizing both node

features and graph topology. Notable examples include Graph Con-
volutional Networks (GCNs) (Kipf & Welling, 2016), Graph Attention
Networks (GATs) (Veličković et al., 2017), and GraphSAGE (Hamilton,
Ying, & Leskovec, 2017).

2.2. Graph-based information retrieval models

Graph-based approaches in IR have been explored due to their
bility to model complex relationships between documents, terms,

and queries. This section reviews state-of-the-art methods that have
leveraged graph structures for improved retrieval performance.
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PageRank (Page, Brin, Motwani, & Winograd, 1999) is one of the
earliest and most influential graph-based models, originally developed
or ranking web pages. It treats the web as a directed graph where
ach webpage is a node, and hyperlinks are the edges. The PageRank
lgorithm computes a global ranking of nodes based on their link
tructure, assuming that more important nodes receive more links from
ther important nodes. Although PageRank was not initially designed
or traditional text retrieval, its principles have been applied in various
ays to model relationships between documents and terms.

TextRank (Mihalcea & Tarau, 2004) adapts the principles of PageR-
nk to extract key phrases and rank sentences in textual data. It
epresents a text as a graph where sentences (or words) are nodes,
nd edges indicate semantic or syntactic relationships. TextRank has
een particularly effective in keyword extraction and summarization
asks. By representing sentences as nodes and establishing weighted
dges based on content similarity, TextRank ranks the most important
entences, providing a concise representation of the text’s main ideas.

Heterogeneous Information Networks (HINs) (Sun, Han, Yan, Yu,
& Wu, 2011) have been explored for their ability to model diverse
ypes of objects and relationships in a single graph structure. HINs

have been particularly useful in complex IR settings, where different
entities (e.g., authors, papers, venues) interact. The use of meta-path-
based similarity measures allows for effective retrieval by capturing the
semantics of different relationships in the network.

Graph-based neural ranking models, such as the work of Dai and
allan (2019), leverage both graph structures and deep learning. These

models use graphs to represent relationships between queries and
documents and utilize neural architectures to learn the ranking function
directly from the graph. This approach has demonstrated improvements
in text understanding and ranking accuracy by capturing contextual
nuances between queries and documents.

Our novelty. Building on the foundational studies and analyses from
ur earlier work, this research introduces a novel use of Spectral
lustering (SC) and Embedding-based Conceptualization to address

challenges such as excessive graph size and poor term relationship
quality. Unlike previous studies that predominantly focus on generating
rich embeddings through deep neural networks, our approach targets
the less-explored domain of spectral embeddings. We utilize clusters
created by SC, referred to as concepts, to calibrate the termset weighting
scheme during the retrieval phase. Simultaneously, the embeddings
generated for the node terms are leveraged to introduce two novel
pruning methods, significantly reducing the graph size without com-
promising information quality. In our proposed approach we will not
elaborate on the clustering optimization issue, as in the work of Borlea,
recup, and Borlea (2022), Borlea, Precup, Dragan, and Borlea (2017)
nd Gálvez, Cuevas, Becerra, et al. (2020). However, we utilize the

number of cluster as parameter during the cluster generation, which
later will be used as indicators for pruning or in the conceptualization
process of a collection-wide graph. Furthermore, we enhance retrieval
erformance through query expansion using pre-computed spectral em-

beddings, demonstrating their effectiveness in capturing conceptualized
meaning. This approach not only broadens the application of machine
earning in IR models but also positions graph-based IR models as

competitive alternatives to trending LLM-based IR models.

3. Preliminaries and methods

This section provides an overview of the set-based model’s extension
mplementing graphs, both with and without windowing techniques,
nd a brief overview of the Spectral clustering. In later sections, these
omponents play a crucial role in enhancing the model’s performance
nd adaptability.
3 
3.1. Spectral embedding–spectral clustering

Spectral Clustering (von Luxburg, 2007) is a technique used for clus-
ering data by leveraging the properties of eigenvalues (the spectrum)

of a similarity matrix. The process begins by constructing a similar-
ity matrix that measures similar data point pairs. From this matrix,
 Laplacian matrix is derived, capturing the underlying structure of
he data as a graph. Spectral Clustering then involves computing the
igenvalues and eigenvectors of the Laplacian matrix to obtain a lower-

dimensional representation of the data. This reduced representation
is then input for a clustering algorithm, such as k-means. Spectral
Clustering is particularly effective for identifying clusters in data that is
ot linearly separable, making it useful for uncovering complex cluster
tructures.

Spectral Embedding (Bonald, 2019), on the other hand, refer to the
representation of data points in a lower-dimensional space using eigen-
vectors obtained from spectral methods. These embeddings are derived
rom the spectral decomposition of matrices associated with the data,

such as the adjacency matrix of a graph or the Laplacian matrix. By
transforming high-dimensional data into this lower-dimensional space,
spectral embeddings aim to preserve the intrinsic geometric structure
of the data. This approach is beneficial for tasks such as clustering,
visualization, and as features for machine learning models, as it cap-
tures the essential relationships and connectivity within the data. Both
pectral Clustering and Spectral Embeddings are powerful techniques
or analyzing complex data structures and uncovering patterns that
ight not be apparent in the original high-dimensional space.

3.2. Graph based extension of set-based model

The approach based on graphs (Graphical Set-Based Model, GSB)
by Kalogeropoulos et al. (2020), extends the Set-based model of Possas,
Ziviani, Meira, and Ribeiro-Neto (2002). In this approach, term in-
dexing is achieved through graphs, while the representation of texts
and queries remains similar to the previous model. Moreover, GSB
follows a different path regarding weight calculation. By analyzing the
graphs of texts into subgraphs known as cores (K-core Decomposition)
by the work of Seidman (1983), it introduces the concept of node
importance, considering them as keywords. Each text is represented as
an undirected weighted graph.

3.2.1. Rational path graph
During graph creation, GSB assumes that each term is connected

to the other terms of the text. Thus, each term of a specific text is
epresented as a unique node, and the relationship between two terms

is represented as an edge with the corresponding nodes as the start and
end. Each edge is assigned a weight, symbolized as Wout, and each
node has an internal edge with the same node as the start and end,
with a weight symbolized as Win. They offer two alternatives, based on
he document input, for the graph construction process known as the
ational Path Graph. The first consists of the two following theorems:

Theorem 3.1. For a node 𝑁𝑖 belonging to a text 𝐷𝑗 , with term frequency
𝑡𝑓𝑖, the weight of the internal edge (𝑁𝑖, 𝑁𝑖) is calculated as:

𝑊𝑖𝑛 =
𝑡𝑓𝑖 × (𝑡𝑓𝑖 + 1)

2
(1)

Theorem 3.2. For two nodes 𝑁𝑖, 𝑁𝑗 belonging to a text 𝐷𝑗 , with term
frequencies 𝑡𝑓𝑖, 𝑡𝑓𝑗 respectively, the weight of the external edge (𝑁𝑖, 𝑁𝑗 ) is
calculated as:

𝑊out𝑖,𝑗 = 𝑡𝑓𝑖 × 𝑡𝑓𝑗 , when 𝑁𝑖 ≠ 𝑁𝑗 (2)
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The previously described method is applicable when documents are
rovided as inverted lists. However, in scenarios involving raw text
ata, an alternative algorithm is preferred, which represents the text as
 stack. In this approach, for each term in the stack, upon removal, an
dge is established with every other word remaining in the stack. If the
dge does not already exist, it is created, or the weight of the existing
dge is incremented by one. This process results in the generation of
he same graph structure as the first method.

3.2.2. Union graph
After creating individual graphs for each text and identifying sig-

nificant nodes, a comprehensive union-wide graph U is composed,
including nodes and edges from all texts. Edge weights are calculated as
the total sum of the corresponding weights from each graph (Sonawane
& Kulkarni, 2014).

The process of updating the overall graph U is as follows: Initially,
 is an empty graph. In each iteration of the algorithm, a text graph

G is added. Each term t of G is checked for significance, and a value
h is defined. For non-significant terms, h = 1. If the term exists in U,
then the internal weight is added to the corresponding weight of G,
multiplied by the value h. Then, the values of all external edges for
term t are updated. The weight of each node 𝑘 in the final graph 𝑈 is
calculated as:

𝑁 𝑊𝑘 = log
(

1 + 𝑎 ×
𝑊out𝑘

(𝑊in𝑘 + 1) × (𝑛𝑔 𝑘 + 1)
)

× log
(

1 + 𝑏 × 1
𝑛𝑔 𝑘 + 1

) (3)

where 𝑊out𝑘 and 𝑊in𝑘 are the total sums of external and internal edges
of the node 𝑘, 𝑛𝑔 𝑘 is the number of neighboring nodes, and 𝑎, 𝑏 are
parameters intended to demonstrate the improvement effect of GSB
ompared to the Set-based model.

3.2.3. Retrieval
In the GSB, the information retrieval process aligns with the Set-

based Model. The process begins with the creation of term sets using
he Apriori algorithm. Subsequently, new sets are formed from two sets
hat differ by only one term.

For each set 𝑆𝑖, a metric 𝑇 𝑁 𝑆𝑖 is calculated, representing the
product of the graph weights for each term in the set:

𝑇 𝑁 𝑆𝑖 =
∏

𝑘∈𝑆𝑖

𝑁 𝑊𝑘 (4)

This metric is then integrated into the formula for calculating the
eight of a term set 𝑆𝑖 in a document 𝐷𝑗 , where 𝑆 𝑓𝑖𝑗 represents term

requency (TF) and 𝑁 𝑑𝑆 𝑖 represents inverse document frequency (IDF):

𝑊 𝑆𝑖𝑗 = (1 + log𝑆 𝑓𝑖𝑗 ) × log(1 +𝑁𝑑 𝑆 𝑖) × 𝑡𝑛𝑤𝑆 𝑖 (5)

The formula for the query weight termset is calculated with the
ollowing equation and practically is the same as the inverse document
requency of the set.

𝑊 𝑆𝑖𝑞 = log(1 +𝑁𝑑 𝑆 𝑖) (6)

Therefore, the document and query vectors are created.

𝑑𝑗 = (𝑊 𝑆1𝑗 , 𝑊 𝑆2𝑗 ,… , 𝑊 𝑆2𝑛𝑗 ) (7)

𝑄⃗ = (𝑊 𝑆1𝑞 , 𝑊 𝑆2𝑞 ,… , 𝑊 𝑆2𝑛𝑞) (8)

The size of the vectors cannot exceed 2𝑛2, where 𝑛 is the number of
words in the query. To calculate the similarity between documents and
he query, cosine similarity is used:

sim(𝑄⃗, 𝑑𝑗 ) =
𝑑𝑗 ⋅ 𝑄⃗ (9)
‖𝑑𝑗‖ × ‖𝑄⃗‖

4 
The results of this similarity will form the scoring function of the
odel, which by sorting will offer the final ranking of the model.

3.2.4. Fine tuning the rational path graph
The GSB constructs complete text graphs as discussed in Sec-

ion 3.2.1, assuming that every word is equally related to the oth-
ers (Kalogeropoulos et al., 2020). This simplistic approach in its core
eems linguistically flawed, especially in collections that contain large
ocuments. It creates issues in identifying significant nodes. A naive
olution to such a problem is to remove certain edges after the docu-
ent graphs have been created, thereby differentiating the relationship

etween words based on the content of sentences and paragraphs. How-
ever, that approach depending on the chosen edge weight threshold,
might result in information loss on the union graph.

In the recent work of Kalogeropoulos et al. (2024), the notion of
document segmentation is employed on the graph-based extension of
the set-based model (GSB) that yields better results on the ranking task.
The text is divided into segments called windows, which may refer to
sentences or paragraphs depending on the approach.

More specifically, a document segment may correspond to a sen-
tence, with its size being determined either as a percentage of the
document’s total length or as a small single-digit number. Rousseau
and Vazirgiannis (2013) in their work, suggested a range of 6 to 30,
hough they observed that, in their sliding window approach, this
ange had minimal effect on the model’s precision. Conversely, the
odel proposed by Kalogeropoulos et al. (2024) shows that window

size significantly impacts model precision, as the sentence window is
on-overlapping, advancing by a number of terms equal to the chosen
ize.

They divide the document as outlined and then apply the rational
ath graph creation process to each segment. The resulting graph

consists of cliques, which represent the sentences. These cliques are
typically linked by bridge edges, which are common edges shared
among the cliques. After this, the model proceeds as described in the
preliminary section.

In the extreme case where no bridge edge exists, the document
raph will consist of two separate subgraphs. The model can handle this
ituation without issues and will update the union graph accordingly.

From a linguistic perspective, one could hypothesize that the document
overs multiple thematic topics, or that there may be a synonym issue.
 synonym issue arises when different words with similar meanings
re used in various segments, causing the model to treat them as

unrelated, even though they share semantic connections.However, doc-
ment graphs that are more distinct and indicative of the content are

generated compared to the simple GSB model.
Exploring the Windows approach in more detail, three alternatives

were proposed based on the natural language flow. Initially, they
hypothesized that the relationship among terms exists only within a
sentence, implementing a constant-sized window defined by the user.
However, this method had a notable drawback: the window size slightly
depended on the collection. Even in the worst cases, the results were
qual to or better than the complete model, as larger window sizes

approximated the complete model, and a cut-off of four terms was
applied for smaller values since a proper sentence rarely contains fewer
han three words. To address this drawback, they introduced a dynamic
indow size based on a percentage of the document’s total length,

reating a percentage-sized window.
Finally, they explored the hypothesis that while terms within a

sentence have a strong relationship, terms within a paragraph have
a weaker one. Therefore, each edge weight is calculated as a linear
combination of the sentence and paragraph edge weights, multiplied
by importance variables 𝛼 and 𝛽, respectively.

Consider the document ‘‘T1 T2 T3 T2 T4 T5 T1 T3 T5 T4 T1 T2
4 T6’’. Additionally, let us assume that the window size is set to 3 as

shown on Table 1.
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Table 1
Windowed example.
Doc terms T1 T2 T3 T2 T4 T5 T1 T3 T5 T4 T1 T2 T4 T6

Window 1 2 3 4 5
Table 2
Dynamic windowed example.
Doc terms T1 T2 T3 T2 T4 T5 T1 T3 T5 T4 T1 T2 T4 T6

Window 1 2 3 4
Fig. 1. Comparison of complete and windowed rational path graphs.

On the complete case discussed in Section 3.2.1 the graph created
by the algorithm from the document in the above example is depicted
in Fig. 1(a) and the Fig. 1(b) shows the document graph implementing
windows.

Furthermore, on the dynamic windowed case the user, as mentioned
before, can define a percentage of the document size in order to
differentiate the segments of each document. If the percentage in the
above example is equal to 35% the window size will be 4 terms and
the generated segments are shown in Table 2

4. Proposed methods

This section aims to address the completeness of rational path
graphs and to refine and model the relationships among terms in
a document more appropriately. Initially, the edge pruning methods
proposed by Zhou, Mahler, and Toivonen (2012) were considered.
Still, due to concerns about potential information loss, the windowed
approach seemed more reasonable since it appeared to be a more
linguistically correct option.

First, we apply clustering-based pruning methods for every graph-
based extension of the set-based model (whether complete or win-
dowed). This will result in more cohesive and smaller union graphs,
thereby aiming to generate more appropriate node weights. In a sub-
sequent phase, we introduce the notion of the concept as an outcome
of the clustering process. We hypothesize that each cluster contains se-
mantically and syntactically similar terms, thereby generating a concept
for each cluster.

4.1. Pruned graphical set-based

The proposed method continues after creating the union graph of
the simple graph-based extension of the set-based model as mentioned
in Sections 3.2 and 3.2.4. The collection-wide union graph is trans-
formed into the corresponding weighted adjacency matrix. After that,
spectral clustering is applied, producing both the cluster labels for each
node and a vector representation of the nodes in an embedded space
as shown in algorithm 1

Next, the graph is pruned using a combination of two distinct
clustering methods, each deeply influenced by the underlying cluster
5 
Algorithm 1: Cluster Graph using Spectral Clustering
Input: 𝑔 𝑟𝑎𝑝ℎ: Input graph, 𝑐 𝑜𝑙 𝑙 𝑒𝑐 𝑡𝑖𝑜𝑛: Node collection, 𝑛_𝑐 𝑙 𝑠𝑡𝑟𝑠:

Number of clusters
Output: 𝑔 𝑟𝑎𝑝ℎ: Graph with assigned cluster labels, 𝑒𝑚𝑏𝑒𝑑 𝑑 𝑖𝑛𝑔 𝑠:

Spectral embeddings
1 𝑎𝑑 𝑗_𝑚𝑎𝑡𝑟𝑖𝑥 ← Convert 𝑔 𝑟𝑎𝑝ℎ into an adjacency matrix

representation;
2 Create Spectral Embedding with 𝑛_𝑐 𝑜𝑚𝑝𝑜𝑛𝑒𝑛𝑡𝑠 = 𝑛_𝑐 𝑙 𝑠𝑡𝑟𝑠 and

affinity as ’precomputed’;
3 𝑒𝑚𝑏𝑒𝑑 𝑑 𝑖𝑛𝑔 𝑠 ← Compute embeddings using Spectral Embedding

on 𝑎𝑑 𝑗_𝑚𝑎𝑡𝑟𝑖𝑥;
4 Initialize KMeans clustering with 𝑛_𝑐 𝑙 𝑢𝑠𝑡𝑒𝑟𝑠 = 𝑛_𝑐 𝑙 𝑠𝑡𝑟𝑠;
5 𝑙 𝑎𝑏𝑒𝑙 𝑠 ← Compute labels by applying KMeans clustering to

𝑒𝑚𝑏𝑒𝑑 𝑑 𝑖𝑛𝑔 𝑠;
6 for each edge (𝑢, 𝑣) in 𝑔 𝑟𝑎𝑝ℎ do
7 𝑐 ← Collection index corresponding to 𝑢;
8 𝑤 ← Collection index corresponding to 𝑣;
9 Assign cluster label 𝑙 𝑎𝑏𝑒𝑙 𝑠[𝑐] to node 𝑢;
10 Assign cluster label 𝑙 𝑎𝑏𝑒𝑙 𝑠[𝑤] to node 𝑣;
11 return 𝑔 𝑟𝑎𝑝ℎ, 𝑒𝑚𝑏𝑒𝑑 𝑑 𝑖𝑛𝑔 𝑠;

structure in the data. We aim to capture both inter-cluster and intra-
cluster relationships. Inter-cluster relationships specifically target the
edges connecting different clusters or groups, highlighting their differ-
ences. Conversely, intra-cluster clustering focuses on the relationships
within a single cluster, seeking to uncover subtle patterns and connec-
tions among similar elements throughout the union graph. Therefore
we consider different thresholds to capture the inter- or intra-cluster
connection. Moreover, we employ two different pruning methods: one
based on edge weights (Eq. (10)) and the other on the similarity of node
embeddings between connected nodes (Eq. (12)).

To decide whether the edge between nodes 𝑢 and 𝑣 will stay in the
graph, we use a pruning function termed in the sequel as P(), which
when the value is 1 removes the edge (𝑢, 𝑣). This occurs on every case
presented in this section.

On the following schema the function is based on the edge weight.
For a graph 𝐺 = (𝑉 , 𝐸) with vertices 𝑉 and edges 𝐸, the edge pruning
function 𝑃edge is defined as:

𝑃edge(𝑢, 𝑣) =
⎧

⎪

⎨

⎪

⎩

1 if 𝑤(𝑢, 𝑣) ≤ 𝜃 and 𝐶𝑢 ≠ 𝐶𝑣

1 if 𝑤(𝑢, 𝑣) ≤ 2𝜃 and 𝐶𝑢 = 𝐶𝑣

0 otherwise
(10)

where 𝑤(𝑢, 𝑣) denotes the weight of the edge between 𝑢 and 𝑣, and:

𝜃𝑢 =
∑

𝑣∈𝑁(𝑢) 𝑤(𝑢, 𝑣)
|𝑁(𝑢)|

(11)

where 𝑁(𝑢) are the neighboring vertices of 𝑢.
Given a graph 𝐺 = (𝑉 , 𝐸) and the node embeddings 𝑢 and 𝑣, the

pruning function based on cosine similarity, 𝑃sim is defined as:

𝑃sim(𝑢, 𝑣) =
⎧

⎪

⎨

⎪

1 if 𝑠𝑖𝑚(𝑢, 𝑣) ≤ 𝜃 and 𝐶𝑢 ≠ 𝐶𝑣

1 if 𝑠𝑖𝑚(𝑢, 𝑣) ≤ 2|𝜃| and 𝐶𝑢 = 𝐶𝑣 (12)
⎩

0 otherwise
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where sim(𝑢, 𝑣) is the cosine similarity of the node embeddings 𝑢 and
, and 𝐶𝑢 and 𝐶𝑣 represent the clusters to which the nodes 𝑢 and 𝑣
elong, respectively. The value of 𝜃 must lie in the range [−1, 1] to
e consistent with the range of possible values for cosine similarity,

ensuring that pruning is coherent with the geometric interpretation of
the embeddings.

Algorithm 2: Prune Graph Based on Threshold Condition
Input: 𝑔 𝑟𝑎𝑝ℎ: Input graph, 𝑐 𝑜𝑛𝑑 𝑖𝑡𝑖𝑜𝑛: Pruning condition
Output: 𝑔 𝑟𝑎𝑝ℎ: Pruned graph

1 Extract 𝑐 𝑜𝑛𝑑 , 𝜃 from 𝑐 𝑜𝑛𝑑 𝑖𝑡𝑖𝑜𝑛;
2 for each edge (𝑢, 𝑣) in 𝑔 𝑟𝑎𝑝ℎ do
3 Set 𝐶𝑢 and 𝐶𝑣 as the clusters of nodes 𝑢 and 𝑣, respectively;
4 if 𝑐 𝑜𝑛𝑑 = ’edge’ then
5 𝑤𝑒𝑖𝑔 ℎ𝑡 ← weight of edge (𝑢, 𝑣);
6 𝑓 𝑙 𝑎𝑔 ← 𝑤𝑒𝑖𝑔 ℎ𝑡 ≤ 𝜃;
7 else if 𝑐 𝑜𝑛𝑑 = ’sim’ then
8 Compute similarity between embeddings of 𝑢 and 𝑣 as

𝑠𝑖𝑚𝑖𝑙 𝑎𝑟𝑖𝑡𝑦;
9 𝑓 𝑙 𝑎𝑔 ← 𝑠𝑖𝑚𝑖𝑙 𝑎𝑟𝑖𝑡𝑦 ≤ 𝜃;
10 if (𝐶𝑢 ≠ 𝐶𝑣 and 𝑓 𝑙 𝑎𝑔) or (𝐶𝑢 = 𝐶𝑣 and ((𝑐 𝑜𝑛𝑑 = ’sim’ and

𝑠𝑖𝑚𝑖𝑙 𝑎𝑟𝑖𝑡𝑦 ≤ 2 ⋅ |𝜃|) or (𝑐 𝑜𝑛𝑑 = ’edge’ and 𝑤𝑒𝑖𝑔 ℎ𝑡 ≤ 2 ⋅ 𝜃)))
then

11 Remove edge (𝑢, 𝑣) from 𝑔 𝑟𝑎𝑝ℎ;

12 return 𝑔 𝑟𝑎𝑝ℎ;

After the sparsification process is completed a new union graph
emerges and thereafter the indexing of the terms is continued by
calculating the new 𝑁 𝑊𝑘 based on Eq. (3). Finally, the retrieval process
can be concluded as described in Section 3.2.3.

4.2. Conceptualized graphical set-based

The conceptualized version of the graph-based extension is inspired
by the pruned graph-based extension of the set-based model (PGSB) or
the windowed version of the model (PGSBW) and the Latent Semantic
Indexing (Deerwester et al., 1990). We can hypothesize that each
luster of terms contains semantic similar concepts. Therefore, we can

represent each term 𝑡 of the cluster 𝐶𝑘 with the centroid concept. For
that reason we define the new concept weight as 𝐶𝑁 𝑊𝑘

:

𝐶𝑁 𝑊𝑘
=

∑

𝑡∈𝐶𝑘
𝑁 𝑊𝑡

|𝐶𝑘|
(13)

where 𝑁 𝑊𝑡 is the weight for term 𝑡 computed using Eq. (3) and |𝐶𝑘|

enotes the number of elements in cluster 𝐶𝑘. This approach transitions
s into a conceptual space, reducing the number of terms that need to
e indexed.

However, before introducing the models within the conceptualized
framework (CGSB), it is essential to note that they are all closely tied
to the embeddings. This means that the effectiveness of these models,
regardless of the strategy employed, depends heavily on the quality
of the embeddings. Initially, the dimensions of an embedding derived
from spectral clustering align with the selected size of the created
clusters. Although, this does not consist of a size limit, the selected
dimension should be less than or equal to the anticipated number of
clusters in the data. This is because the spectral clustering method
leverages the eigenvectors corresponding to the smallest eigenvalues of
the Laplacian matrix, generating lower-dimensional embeddings that
maintain the original structure. In our approach the embeddings size
is determined by the eigengap of two consecutive eigenvalues. The
rationale behind this method is to choose the dimension where the
largest eigenvalue appears, representing a significant reduction in the

variance explained by the additional dimensions. Mathematically, this

6 
can be expressed by defining the number of dimensions (columns) to
be retained from the total embeddings 𝑘.

The philosophy by which the simple extension assigns weight to a
erm node is entirely dependent on the number of its neighbors. That
s, the greater the number of neighbors a term node has, the less weight
importance) it is assigned. In the union graph, therefore, there are term
odes with many external edges connected to term nodes belonging to
ifferent clusters. Thus, for 𝐶 𝑁 𝑊𝑘 to represent as accurately as possible
he importance of each term, it should not be influenced by the edge
eights between clusters. Hence, in this specific model, pruning the
raph is done as follows:

Given the union graph 𝐺 = (𝑉 , 𝐸) with 𝐶𝑢, 𝐶𝑣 representing the
lusters to which nodes 𝑢 and 𝑣 belong, respectively, the pruning
unction is defined as:

𝑃cluster(𝑢, 𝑣) =
{

1 if 𝐶𝑢 ≠ 𝐶𝑣

0 otherwise
(14)

The CGSB based on clusters, while highly effective as we will see
in the experimental results and discussion chapter, employs a very ag-
gressive pruning strategy that results in a disconnected subgraph with 𝑛
clusters. This is undesirable because the models proposed thus far rely
on embeddings, whose quality is critically important. Laplacian embed-
dings face challenges with disconnected graphs due to the presence of
many zero eigenvalues associated with disconnected components. This
leads to spectrum compression, often causing embeddings to collapse
along the diagonal between disconnected components, regardless of
their dimensionality. Consequently, significant information about the
graph’s structure is lost, effectively eliminating relative information,
thereby hindering clustering quality and parameter selection (Belkin &
Niyogi, 2003).

For this reason, a combined pruning strategy that leverages the
graph’s quality metrics is necessary once more. The models proposed
in this section adopt the pruning strategies outlined in Section 4.1 on
the Eqs. (10), (12), and (14).

The main difference is the metric used to compute the node weights,
either implementing the cosine similarity of their embeddings or the
average weight of their edges. On every case the node weights are
calculated based on Eq. (13) and ensure that each node’s importance
is reflected in the pruning process. Moreover, this combination will
incorporate inter- and intra-cluster information on the union graph, as
discussed on the 4.1 section.

4.3. Query expansion implementing spectral clustering

A key aspect of our approach is that spectral clustering gener-
ates embeddings, which can later be applied in various supervised
or unsupervised machine learning tasks. One of the most common
applications of these techniques is text classification, where the re-
sulting vectors can capture semantic, structural, or even contextual
information (Selva Birunda & Kanniga Devi, 2021).

Moreover, models can utilize semantic embeddings to enhance
query text by incorporating collection terms, thereby improving the re-
trieval process. For example, Diaz, Mitra, and Craswell (2016) demon-
trated that query expansion using multiple models can improve rank-
ng performance, even when the embeddings are generated on a local
r global scope within the collection. Similarly, Roy, Paul, Mitra,

and Garain (2016) achieved comparable results by employing a deep
earning classifier for query expansion. By creating the embedded space
here embeddings reside, query expansion naturally emerges as a by-
roduct that can significantly enhance semantic relationship in the
uery.

Therefore, we can effectively leverage the generated embeddings to
perform query expansion using k-Nearest Neighbors (k-NN) method,

hich, offered substantial improvements with negligible additional
time cost. This process is described in Algorithm 3, which outlines the
steps needed for the supplementary expansion of the query with the
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query terms that are closest in the embedded space and the best nearest
neighbors, allowing the query to be analyzed, increasing its volume and
ffering better results regarding term relationships, as we will discuss
n the later section.

In this approach, we include terms present in the query but absent
in the collection index (as they cannot be retrieved) into the expanded
query. We focus only on the common terms between the inverted index
and the query. Consequently, the k-Nearest Neighbors are computed
using the same embedding model, which requires minimal time. These
additional query terms are then incorporated into the newly expanded
query.

Algorithm 3: Query Expansion using Pre-calculated Embeddings
Input: query 𝑄, number of neighbors 𝑘
Output: Expanded terms 

1  ← {𝑡𝑒𝑟𝑚 ∣ 𝑡𝑒𝑟𝑚 ∈ 𝑞 𝑢𝑒𝑟𝑦, 𝑡𝑒𝑟𝑚 ∉ 𝑖𝑛𝑣𝑒𝑟𝑡𝑒𝑑_𝑖𝑛𝑑 𝑒𝑥}
// Expansion terms;

2 𝑄 ← {𝑞 𝑢𝑒𝑟𝑦𝑒𝑚𝑏𝑒𝑑 𝑑 𝑖𝑛𝑔 𝑠} // Query embeddings;
3 𝑞 ← centroid of 𝑄 // Query centroid in embedding

space;
4 Initialize K-NN model with embeddings using cosine metric;
5 Fit K-NN model on embeddings;
6 Find 𝑘 nearest neighbors to 𝑞, store as 𝑁 ;
7 foreach 𝑐𝑖 ∈ 𝑁 do
8 𝐶 ← {𝑘𝑒𝑦𝑠 in inverted_index} // Collection terms;
9 foreach 𝑐𝑗 ∈ 𝐶 do
10 if 𝑐𝑗 ∉ 𝑞 𝑢𝑒𝑟𝑦 then
11 if 𝐶[𝑖𝑛𝑑 𝑒𝑥] ∉ 𝑞 𝑢𝑒𝑟𝑦 then
12  ←  ∪ {𝐶[𝑖𝑛𝑑 𝑒𝑥]};
13 end
14 end
15 end
16 end
17 return  ;

The reflection of the terms is scattered using the k-Nearest Neigh-
bors method. The k-Nearest Neighbors to the query centroid are identi-
fied. These neighbors, representing the closest terms in the embedded
space, are incorporated into the newly expanded query. This method
segregates and adds the additional terms to the query, resulting in
improvements and yielding better precision results. This approach is
even though simple, offers a very good extension of the algorithmic
process.

Finally, it is important to note that this technique can be applied
to all information retrieval models using any known word embed-
ding method. However, we use the spectral solution because it is
implemented in the union graph pruning process, thereby reducing
omplexity.

All methods proposed in Sections 4.1–4.3 can be implemented on
omplete document graphs or on document graphs created by using
ext segments as windows. In the retrieval process the set based model
s implemented as described in Section 3.2. To be more specific, af-

ter computing the weights for each term-node 𝑘, the total index is
constructed and the retrieval and ranking phase follows.

In contrast to Eq. (4) of GSB and PGSB(w), the (𝑇 𝑁𝑆𝑖
) of CGSB is

defined as:

𝑇 𝑁𝑆𝑖
=

∏

𝑘∈𝑆𝑖

𝐶 𝑁𝑊𝑘
(15)

In the retrieval phase, these semantically multiplied concepts are
used to rank the terms generated by the user’s queries, based on
Eq. (15).
 w

7 
5. Tests and evaluation

In this section, we aim to evaluate the different information retrieval
roposed techniques based on the ranking they produce and not on the
enerated clusterings. Thus, we will employ precision based metrics for

our evaluation. We will compare the Mean Average Precision (MAP) of
the proposed models on a document collection with those described in
the preliminaries section (see Section 3), as well as with several state-
of-the-art models, including BM25 (Robertson & Sparck Jones, 1977)
and colBERT (Khattab & Zaharia, 2020). We will elaborate on our
indings and subsequently apply a comprehensive metric to evaluate
he models’ performance, taking into account additional parameters
nd the precision of each model.

5.1. Collections and experimental setup

We will use the Cystic Fibrosis (Shaw et al., 1991) document col-
ection that includes 1239 abstracts related to the disease, along with a

hundred (100) queries paired with expert-generated relevant document
lists that can be used to evaluate ranking performance. The source code
nd data can be found in the link.

Table 3 presents the models and important parameters used in our
study. Both the PGSB and CGSB models treat the document rational
ath graph as a complete graph, while the last four models incorporate
ext segments as windows. The 𝑃 𝐺 𝑆 𝐵 𝑊𝑐 𝑜𝑛𝑠𝑡 and 𝐶 𝐺 𝑆 𝐵 𝑊𝑐 𝑜𝑛𝑠𝑡 models

use a fixed window size of seven terms, whereas the 𝑃 𝐺 𝑆 𝐵 𝑊𝑝𝑒𝑟 and
𝐶 𝐺 𝑆 𝐵 𝑊𝑝𝑒𝑟 models implement a dynamic window size based on the
otal length of each document. Therefore, the size is calculated as a
ercent of the document size, which considered percentages are shown
n the third column of the table. The columns cluster Sizes, Similarities,
dge Coefficients and Window Percentages of Table 3 are the grid in

which we will search for the optimal model.
The comparison is conducted across all the proposed models, but

these comparisons will not rely solely on mean average precision
(MAP), as doing so would be overly simplistic. All the new models
aim to address document retrieval from a conceptual standpoint. This
approach introduces the risk that some models might achieve very
high accuracy on certain queries while performing poorly on others,
esulting in an overall high MAP. In an information retrieval model, all
ueries must be performed consistently. To prevent misleading evalua-
ions of the models, a new evaluation metric is introduced in Eq. (16).
his metric employs the number of queries each model is over-performs
gainst the others, as well as the union graph size that the model
eeded to produce such results.

𝑒𝑣𝑎𝑙𝑖 = 𝛼

(
∑

𝑗≠𝑖 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠𝑖𝑗
(𝑛 − 1) ⋅ 100

)

+ 𝛽

(
∑𝑄

𝑘=1 𝑃𝑘

𝑄

)

+ 𝛾
(𝐸𝑝

𝐸
⋅ 100

)

(16)

where:

• 𝛼 , 𝛽 , 𝛾: Coefficients for weighting the different components of the
metric that 𝛼 + 𝛽 + 𝛾 = 1.

• 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠𝑖𝑗 : The number of questions where model 𝑖 outperforms
model 𝑗.

• 𝑛: Total number of models being compared.
• 𝑄: Total number of questions.
• 𝑃𝑘: Precision for question 𝑘.
• 𝐸: Total number of edges in the original graph.
• 𝐸𝑝: Number of edges pruned from the graph.

Given the substantial amount of information that must be processed
in current information retrieval models, it would be simplistic to evalu-
ate a model solely based on its ranking performance. Equally or almost
equally, precise models should be evaluated by their respective union
raph, needed to capture the necessary information. To address this,
e implemented the heuristic evaluation method described in (16),
hich accounts for both the size of the union graph, thereby assessing

https://github.com/gkontogiannhs/Spectral-Clustering-and-Query-Expansion-using-Embeddings-on-the-GSB
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Table 3
Cluster sizes, similarities, edge coefficients, and window percentages for different models.

Model Cluster sizes Similarities (%) Edge coefficients Window percentages

PGSB 30, 50, 70, 90, 110, 0.1, 0.3, 0.5, 0.7
130, 150, 170 1.1, 1.2, 1.3, 1.4

CGSB 30, 50, 70, 90, 110, 0.1, 0.3, 0.5, 0.7
130, 150, 170 1.1, 1.2, 1.3, 1.4

PGSBWconst 30, 50, 70, 90, 110, 0.1, 0.3, 0.5, 0.7
130, 150, 170 1.1, 1.2, 1.3, 1.4

CGSBWconst 30, 50, 70, 90, 110, 0.1, 0.3, 0.5, 0.7
130, 150, 170 1.1, 1.2, 1.3, 1.4

PGSBWper 110, 130, 150, 170 0.5, 0.7 1.3, 1.4 0.1, 0.3, 0.5, 0.7

CGSBWper 110, 130, 150, 170 0.5, 0.7 1.3, 1.4 0.1, 0.3, 0.5, 0.7
the model’s space complexity, and the Mean Average Precision, which
reflects its ranking performance.

However, it is important to note a well-known limitation of the
Mean Average Precision metric: a model may achieve a high score by
delivering high precision on a few queries while underperforming on
the majority. To mitigate this, we incorporated into our heuristic the
number of queries for which a model provides a more accurate ranking.

The Eq. (16) is a simple weighted sum borrowed by machine
learning ensemble methods and models (Mohammed & Kora, 2023).
Such fusion methods can be simplistic as the one implemented in our
case or more sophisticated voting methods such as the Borda Count (de
Borda, 1781) or the work of Markovits, Shtok, Kurland, and Carmel
(2012).

Upon closer examination of the equation, 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑠𝑖,𝑗 is computed
by comparing the precision of 𝑚𝑜𝑑 𝑒𝑙𝑖 with every other 𝑚𝑜𝑑 𝑒𝑙𝑗 for each
query. Thus, this component of the metric is precision-based. The sec-
ond component is the model’s Mean Average Precision (MAP), which
is also a precision-oriented metric applied across document queries.
Finally, the third component of the equation reflects the percentage
of edges removed from the graph. Given these factors, we anticipate
a strong correlation between Eq. (16) and precision-based metrics,
especially when the 𝑎 + 𝑏 parameters approaches 1.

In each of the subsequent sections, we will compare the models on
the three different conditions presented in Section 3 (Eqs. (10), (12)
and (14)). On each figure that the mean average precision is discussed,
we will include a red horizontal line which will be the baseline of our
comparison. That value will be derived from the best approach of the
windowed model.

5.2. Evaluation and comparison with complete document graphs

In Fig. 2, the performance of the models is presented based on mean
average precision and are shown on the left vertical axis, with the
number of clusters generated by spectral clustering as the independent
variable shown the horizontal axis represents the model and its corre-
sponding number of clusters. On the right side of the vertical axis, the
pruning percentage (green curve) for each model is displayed.

From Fig. 2, it is evident that the PGSB outperforms the CGSB
in all cases, regardless of the number of clusters. Specifically, CGSB-
110 achieves the highest performance with MAP of 0.24386, with the
other CGSB models following closely behind. In contrast, some of the
PGSB models perform worse than GSBW-7 (falling below the red line).
Regarding pruning percentages, no specific conclusions can be drawn
in relation to the number of clusters, other than that the pruning
percentages range between [22.62, 34.07]

Fig. 3 presents the confusion matrix, which compares the perfor-
mance of each query across different model pairs to identify the model
with the greatest difference compared to the others. This matrix yields
the first quantity of metric (16).

Finally, it is important to notice that the total of the answered
questions between model pairs may not always equal 100, as questions
with identical values were excluded.
8 
Fig. 2. Mean average precision & Pruning rate based on the number of clusters.

Fig. 3. Mean average precision & Pruning rate based on the number of clusters.

Fig. 4 displays the results of the experiments conducted with CGSB
and PGSB models based on Eq. (12), along with the cluster and similar-
ity values specified in Table 3. It is clear that CGSB models generally
outperform PGSB models, except for the PGSB-90 and PGSB-110 mod-
els, when the similarity of node embeddings is 10% or higher. In
all other comparisons, this is not the case, suggesting that this result
might be considered noise. The MAP of the best models (CGSB-150%–
10%, CGSB-150%–30%, CGSB-130%–50%, CGSB-150%–70%) across
all similarity cases is 0.244. Due to the dominance of the 150 clusters
in all similar cases, it can be concluded that this is the most suitable
choice for this case.

Lastly, two additional observations are noteworthy. First, the rela-
tionship between the pruning rate and similarity is positively linear.
This is logical, as increasing the threshold for similarity between two
nodes makes it less likely for this condition to hold.

Secondly, as the similarity threshold between nodes increases, the
performance of PGSB models deteriorates. This decline is due to how
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Fig. 4. Mean average precision & Pruning rate based on the number of clusters and node similarity on complete document graph.
term weights are computed in each model. As explained in a later
section the 𝑁 𝑊 𝑘 term weights in PGSB are calculated using Eq. (3),
which is highly sensitive to the presence of neighboring nodes. At
very high pruning rates (high similarity thresholds), crucial information
needed for accurate weight calculation is lost due to the significant
sparsity of the graph, leading to lower quality term representation
based on 𝑁 𝑊 𝑘. In contrast, CGSB models demonstrate a much more
stable performance with respect to the similarity threshold.

Fig. 5 presents the results of experiments conducted on CGSB and
PGSB models using the cluster values and edge weight coefficients
specified in Table. The average edge weight (𝑎𝑣𝑔_𝑤𝑜𝑢𝑡) of the union
graph is 8.2, and the pruning threshold is determined by multiplying
this average by the respective coefficient. Once again, the CGSB models
outperform the PGSB models, with the Mean Average Precision of the
top models (CGSB-170-1.1, CGSB-170-1.2, CGSB-170-1.3, CGSB-110-
1.4) being 0.244 for the first three cases and 0.243 for the last one.
This suggests that 170 is the optimal choice for the number of clusters
in CGSB. Finally, regarding the choice of the weight coefficient, the
pruning rates are similar across the first three cases, but 1.2 offers a
balanced intermediate solution.

5.3. Evaluation and comparison of windowed document graphs with con-
stant size

In this section, the PGSBW and CGSBW models are examined with
a fixed constant window size of 7. In the work of Kalogeropoulos et al.
(2024) is stated that the window size affects the precision of the models
and for the Cystic fibrosis collection a size of 7 words is appropriate.

Fig. 6 shows the performance of the models in terms of Mean
Average Precision, with the independent variable being the number
of clusters. The red horizontal line represents 𝑦 = 0.211, is used as a
benchmark of comparison versus the simple model with window size
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of 7 (GSB-7). Similarly, Fig. 7 presents the confusion matrix, which
compares the performance of each question across model pairs.

From Fig. 6, it is evident that PGSBW outperforms CGSBW in all
cases, regardless of the number of clusters. Specifically, PGSBW-170
achieves the highest Mean Average Precision of 0.236, followed by
PGSBW-130 with an Mean Average Precision of 0.233. However, while
all the new models outperform GSBW-7, they do not surpass the PGSB
and CGSB models from the previous chapter. Additionally, note that
the pruning rates in most cases (except for the first three) are close
to zero. This occurs because spectral clustering results in a significant
imbalance in the number of nodes per cluster, leading to fewer potential
inter-cluster connections for pruning.

The confusion matrix (Fig. 7) further confirms that PGSBW not only
achieves a higher Mean Average Precision but also answers a larger
number of questions correctly, enhancing its reliability. Specifically, for
the cluster range of [30 − 110], PGSBW answered nearly all questions
better than CGSBW (>95%).

Fig. 8 shows the results of experiments conducted on PGSBW and
CGSBW models based on similarity condition (Eq. (12)) using the
cluster and similarity values. First, note that the PGSBW models con-
sistently outperform the CGSBW models in all cases. Additionally, the
behavior of the PGSBW models is nearly identical in terms of both
Mean Average Precision and pruning rate for the similarity percent-
age pairs (10%, 30%) and (50%, 70%). The MAP of the top models
(PGSBW-150%–10%, PGSBW-150%–30%, PGSBW-70%–50%, PGSBW-
90%–70%) is 0.239 for the first two cases and 0.238 for the latter
two.

Regarding the relationships between the hyperparameters, it is
noted that the pruning rate has a positive linear relationship with
similarity, which is a desirable outcome. Finally, an observation can
be made that for the two highest similarity percentages (50%, 70%),
the model with the best Mean Average Precision tends to have a lower
number of clusters. This indicates that such high pruning rates are
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Fig. 5. Mean average precision and Prune rate based on number of clusters and average edge weights on complete document graphs.
Fig. 6. Mean average precision & Pruning rate based on the number of clusters with
constant window size of 7.

not necessary in models employing windows as a text segmentation
strategy.

Fig. 9 shows the results of experiments conducted on the pruned
and conceptualized models having their document graphs created im-
plementing windows based cluster values and the average edge weight.
The average edge weight (avg_wout) of the union graph for the Cystic
Fibrosis collection in this case is 2.5, and the pruning threshold is deter-
mined by multiplying this average by the respective coefficient. In this
experiment, the conceptualized models (CGSBW) models outperform
the simple prune models (PGSBW) when the edge weight coefficient
is greater than 1.1. The Mean Average Precision of the top models
(PGSBW-170-1.1, CGSBW-170-1.2, CGSBW-170-1.3, CGSBW-30-1.4) is
10 
Fig. 7. Mean average precision & Pruning rate based on the number of clusters with
constant window size of 7.

0.230, 0.233, 0.234, and 0.228, respectively. Therefore, it is reasonable
to conclude that 170 is the optimal number of clusters in this approach.

5.3.1. Evaluation and comparison of document graphs with dynamic win-
dow size

Kalogeropoulos et al. (2024) highlighted the impact of window size
on the precision of each model among multiple document collections.
To address this, they proposed a simple yet effective method for calcu-
lating the window size based on the total document length, ensuring
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Fig. 8. Mean average precision and Prune rate based on number of clusters and node similarity on windowed document graphs.
Table 4
Model’s performance implementing dynamic window sizes.

Type Model Number of clusters Similarity/edge Window % MAP

Concept. CGSBW-0.5-110-0.5 110 0.7 50% 0.217
Concept. CGSBW-0.7-110-0.5 110 0.5 70% 0.217

Concept. CGSBW-0.1-170-1.4 170 1.4 10% 0.228

Prun. PGSBW-0.1-130-0.7 130 0.7 10% 0.240
Prun. PGSBW-0.1-130-0.5 130 0.5 10% 0.238
Prun. PGSBW-0.1-110-0.5 110 0.5 10% 0.243

Prun. PGSBW-0.7-110-1.3 110 1.3 70% 0.235
that the graph-based extension consistently produces precise results
across such collections. Table 4 shows the performance of that approach
implementing the previously discussed methods.

When implementing the condition shown in Eq. (14), the concep-
tualized approach consistently outperforms the simple pruning model
across all cluster sizes. However, while all the new models surpass the
constant windowed sized model (GSBW-7), they do not outperform
the original PGSB and CGSB models, which have their documents
represented as complete graphs.

As the window size percentage increases, the MAP of the models
correspondingly improves. This is anticipated, as they tend to gradually
converge to the complete case as the window percentage approaches
100%. Additionally, there is a positive linear correlation between the
window size percentage and the pruning rate, attributed to the model’s
inclusion of more correlated words, which results in an increased
number of redundant edges. On small percentage values the results
tends to be similar with the constant window method.

When taking into consideration the node similarity as denoted
by Eq. (12) the conceptualized models under preform in comparison
to the simple pruning models. The best Mean Average Precision is
achieved by 110 clusters on a 10% window percentage with 50%
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node similarity as shown in Table 4. The same outcome is observed
when implementing the average edge weight method (Eq. (10)). The
highest MAP is 0.228, which does not exceed that of the best model.
It should be noted that while the pruned models improve when the
window size percentage increases, the conceptualized do not in this
case. However, increasing the window size percentage and similarity
percentage enhances their performance. This indicates that the node
embeddings become progressively more accurate and representative,
based on the density of the initial union graph.

5.4. Evaluation and comparison of query expansion implementing spectral
embeddings

In this subsection we will evaluate the implementation of spectral
embeddings for query expansion in the most efficient model (CGSB-
170-0.1) identified in the previous subsections. A comparison of the
MAP is conducted using a difference plot to evaluate its quality. Fig. 10
illustrates the performance fluctuations between CGSB-170-0.1 and
CGSB-170-0.1-QE, which is the query expanded model. The differences
in their measurements are shown on the vertical axis. The horizontal
baseline line (y = 0) helps identify where one model performs better



N.-R. Kalogeropoulos et al. Expert Systems With Applications 263 (2025) 125771 
Fig. 9. Mean average precision and Prune rate based on number of clusters and average edge weights on windowed document graphs.
Fig. 10. Model comparison using query expansion.

than the other. Points above this line indicate superior performance
by the CGSB-170-0.1-QE model, while points below the line indicate
where CGSB-170-0.1 performs better.

It is observed that query expansion improved for 60 out of 100
queries, which represents a significant portion of the dataset. However,
the magnitude of improvement for the enhanced queries is more than
twice that of the deteriorating ones. Additionally, the overall Mean
Average Precision shows an increase, rising from 0.243 to 0.257. This
increase reflects a 5.76% improvement due to the application of the
technique.

The distribution of performance differences between the CGSB-170-
0.1 and CGSB-170-0.1-QE models exhibits a wide range of results.
A notable frequency of 26 is concentrated around the narrow range
[−0.0092, 0.0073]. Moreover, the distribution reveals more queries with
positive improvements (as indicated by the number of bins with posi-
tive values) than negative declines. The most significant improvement
lies within the range [0.0073, 0.0239], while the most substantial drop
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occurs between [−0.0258, 0.0092]. In many instances, the performance
improvement is evident by the decline in frequency distribution leaning
more towards the positive side. This skew towards positive differences
suggests that the benefits of using query expansion in the CGSB-170-
0.1-QE model generally outweigh its potential drawbacks, underscoring
its effectiveness in this context.

An important topic for discussion concerns the number of terms
selected for query expansion. In our approach, we added one query
term from the embedding space for each non-stopword in the original
query. Although we experimented with adding more related terms per
query term, this led to a decline in model precision. The primary
challenge in adding multiple terms lies in the increased complexity
introduced to the underlying set-based model.

5.5. Choosing the best model

In the previous subsection, we applied query expansion to the model
identified as the best performer. Table 5 presents the performance
results of the experiments, depicting the precision of each model.
Additionally, it provides a comparison with other state-of-the-art graph-
based models, such as Graph of Words (Rousseau & Vazirgiannis,
2013) and models that implement contextual embeddings, such as
ColBERT (Khattab & Zaharia, 2020).

On the number of cluster sensitivity from Figs. 11(a), 11(b), 12(a)
and 12(b) we can observe that in each threshold case the concepts
generated improve the conceptual model on the retrieval task judged
by its Mean Average Precision, offering stable results in the range of
(0.24, 0.245). However, The simple pruned model seems to be easily
affected by changes, thus reducing its sensitivity. From Fig. 11(a) It can
be concluded that the performance of the pruned model is influenced
more significantly by the similarity threshold than by the number of
clusters. On the other hand, from Fig. 12(a) it can be easily observed
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Fig. 11. Cluster — Similarity sensitivity on PGSB and CGSB.

Fig. 12. Cluster — Edge threshold sensitivity on PGSB and CGSB.

that both the edge threshold and the number of clusters affect the
models performance.

It is important to note that when the number of clusters is very large,
the impact of intra-cluster pruning on the graph becomes minimal. As
the cluster count approaches the number of unique terms in the col-
lection, this effect diminishes further. Typically, the generated clusters
contain only a single term, or occasionally a few terms in rare cases. In
such instances, inter-cluster pruning becomes more relevant, removing
edges based on a similarity or edge threshold. This approach yields
13 
Table 5
Model evaluation implementing the mean average precision.

Model MAP

CGSB-170-0.1 0.2432
CGSB-30-0.3 0.2430
CGSB-90-1.2 0.2432
CGSB-50-1.2 0.2434
CGSB-150-0.1 0.2442
CGSB-170-1.3 0.2443
PGSBW-0.1-130-0.7 0.2403
CGSB-170-1.2 0.2440
CGSB-130-0.7 0.2439
CGSB-170-1.4 0.2436
CGSB-170-0.1-QE 0.257

Set Based Model 0.1618
GSB 0.1861
W-GSB 0.2110
BM25 0.2226
W-GSB+colBERT 0.2311
colBERT 0.2291
GoW 0.1173

Fig. 13. Model evaluation implementing the heuristic function.

Mean Average Precision results that fall between those of the simple
GSB and W-GSB models. Specifically, the model behaves like a pruned
by edges GSB model (Kalogeropoulos et al., 2020).

Therefore, in order to select parametrize each model correctly and
finally to select the optimal, we employ the evaluation metric intro-
duced in Eq. (16). In the equation used, we chose 𝛼 to be 0.5, 𝛽 to
be 0.4 and finally 𝛾 0.1. Those values represent the importance that
we deem appropriate for each variable. it is important to note that the
precision based parts of the equation will be the main criterion on the
evaluation as the 𝛼 + 𝛾 is close to 1.

We pick the best model of each category, thus a total of 69 models
were chosen for comparison, with 27 models selected from the first
category (PGSB, CGSB), another 27 from the second category (PGSBW-
7, CGSBW-7), and 15 models from the third category (PGSBWper,
CGSBWper). Fig. 13 shows the ten best candidates.

An interesting observation is that the model that is ranked first does
not achieve the highest precision. This happens because our metric
takes also into account the size of the respective union graph, and the
number of queries for which a model provides a more accurate ranking.
Hence the model that appears to be the best CGSB-170-0.1 achieves
the better compromise among these three performance indicators and
hence it can be considered to be the best choice.

Last but not least, we addressed the number of iterations required
for Spectral Clustering to converge in the CGSB model, a consideration
that can be generalized to all proposed methods. The algorithm used
to assign each node to a cluster is k-means. In Fig. 14 the iterations
required for convergence are shown for each parameter. On average,
the model converges in 41 iterations. Therefore, the clustering does not
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Fig. 14. Clustering convergence.

hinder the model with long convergence iterations which will deem the
model nonapplicable

6. Conclusions and future work

In this paper, we introduced and applied several graph pruning
methods, along with a conceptual ranking scheme that leverages spec-
tral clustering. The resulting models effectively capture both semantic
and syntactic information relying on a much smaller collection-wide
union graph. Notably, the inclusion of conceptual elements has sig-
nificantly enhanced the performance of the ranking model, surpassing
earlier versions and even some state-of-the-art models.

Our evaluation encompassed not only the ranking performance
but also the required size of the union graph to ensure a thorough
assessment of the proposed models and methods. To facilitate this
comprehensive evaluation, we employed a heuristic linear combination
as the evaluation function.

Our approach also generates node embeddings as a byproduct to the
spectral clustering, which can be applied to various machine learning
tasks. Incorporating relevant terms through query expansion using
these embeddings aids the ranking scheme, resulting in a highly ac-
curate model. This suggests that the generated embedding vectors
are capable of capturing the relationships among terms and should
therefore be effective in addressing related challenges.

The use of intermediate methods such as pruning or conceptualiza-
tion through spectral clustering results in increased time complexity.
This introduces a primary limitation of our approach: the necessity of
applying spectral clustering to each change in the data collection to
ensure the accuracy of node embeddings. However, it can be noted
that if the data volume is sufficiently large, the need to generate new
embeddings with each change is minimized. Consequently, a future re-
search direction should involve estimating the data volume required to
produce robust embeddings and determining the frequency or number
of changes necessary for the model to be reapplied effectively.

Furthermore, the conceptualized method demonstrated robust per-
formance across varying numbers of clusters in most cases, indicating
that this parameter does not require tuning through methods such as
silhouette score, elbow, or eigen gap, which would add complexity to
the model. However, the performance of the simpler pruned model
remains sensitive to the number of clusters.

Therefore, future research should explore optimizing the number of
clusters by using precision as the loss function and applying deep learn-
ing techniques. This approach could be implemented across multiple
collections, incorporating a diverse range of documents and queries to
enhance the model’s generalization and effectiveness.

Finally, another area of future research would be to explore the role
of nodes or links that may not be well-connected within a cluster but
still have a significant impact on the topic of interest. The model can
handle separated graphs, however, If such critical nodes or links are
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pruned during the graph construction or clustering process, it could
lead to unintended consequences. Investigating these cases from an
operational perspective could provide valuable insights and help refine
the models to better account for the influence of these key elements in
the graph structure.
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